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Abstract: Determining the reflectance properties of real materials is an important task for aug-
mented reality applications with consistent illumination. The main application is the insertion of
virtual objects with shadows with correct brightness. Moreover, for displaying real objects with
user-defined materials, the original materials must be known. Many research results have shown,
that a material reconstruction is possible from digital photographs. This reconstruction is often per-
formed under laboratory conditions in a time-consuming pre-process. We present a new method
for the on-line reconstruction of diffuse materials given arbitrary, time-varying illumination in-
cluding soft shadows. Our method uses graphics hardware (GPU) and two high dynamic range
(HDR) video cameras to record both the environment and the object.
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1 Introduction

When using consistent illumination in augmented reality applications it is required to also use
consistent reflectance properties. In most applications reflectance can be measured offline and is
known and fixed at runtime. This is possible, because geometry acquisition is an offline process.
When geometry is found at runtime (e.g. space carving [KS00]), reflectance properties must also
be found dynamically. Opposed to off-line acquisition, in an on-line scenario the user is moving,
lighting may vary, shadows and occlusion can appear and the surface is observed with wildly vary-
ing fidelity. Furthermore, the reconstruction should happen with low latency, or even at interactive
rates. The system described is able to

• reconstruct reflectance properties for simple diffuse objects with known geometry from a
camera image and

• augment the same image (e.g. inserting virtual replica) at interactive rates.



The rest of this paper is organized as follows. After reviewing existing work in Section 2, a
formal problem description is given in Section 3. The approach used is described in Section 4 and
its results are demonstrated in Section 5 before concluding with Section 6.

2 Related Work

Reconstructing the reflectance properties of real objects has a long history in computer graphics
and computer vision. Reflectance properties can be measured by placing material probes in spe-
cial devices for measuring BRFDs [War92] or BTFs [DNvGK97]. On the other hand, reflectance
values can be reconstructed from digital images with inverse rendering techniques [MG97]. Sev-
eral algorithms exist for reconstruction of reflectance properties from images: A general solution
[Deb98], reconstruction from architectural objects [YDMH99], and reconstruction inside a room
[YM98]. Boivin et al. [BG01] and Marschner et al. [MWL+99] showed, that this reconstruction
is possible with a single image of the object. Sato et al. [SWI97] and Gibson et al. [GHH01] de-
veloped algorithms for material reconstruction without information about the light sources. For
a correct reconstruction, the images must be in high dynamic range (HDR) format [DM97] with
pixel values corresponding to radiance. The creation of a HDR image requires a series of im-
ages with different exposure times. Recently, video cameras are available which directly capture
HDR images. These HDR cameras can be used for image-based lighting: Havran et al. [HSK+05]
presented a system for illumination of virtual objects under real lighting conditions using a HDR
video camera with a fish-eye lens. This system was extended by [KSvA+06] with a HDR stereo
camera for near-field illumination. Krawczyk et al. [KGS05] showed that a HDR video camera
can be calibrated for recording real luminances with only small errors in comparison with real
measurements. GPUs were used by Coombe et al. [CHLG05] for surface lightfields which give
impressive visual results, but do not allow relighting or manipulation.

3 Reconstruction of Diffuse Materials

Diffuse materials can be reconstructed from photographs if the illumination of the environment is
known. For a point on a surface, the outgoing radiance Lo is

Lo =
Z
2π

f r(ωi,ωo)Li(ωi)cos(θi)dωi (1)

where fr is the BRDF of the surface, Li is the incoming radiance from direction ωi and cos(θi) is
the cosine of the angle between incoming direction and surface normal. For a diffuse surface, the



BRDF is a constant value fr = ρ/π, and thus we can solve for the unknown reflectance [Deb98]:

ρ =
πLR

2π

Li(ωi)cos(θi)dωi
=

πL
E

(2)

where E is the irradiance from the whole hemisphere above the point.

4 Our Approach

4.1 3D Model

Figure 1: The donkey dataset. The surface mesh and its parametrization were both created man-
ually.

Before we can reconstruct the diffuse reflectance values for an object, its surface is recon-
structed as a polygonal mesh. For our experiments we manually reconstruct the object geometry
and manually parametrize the surface. For parametrization we apply an atlas, which allows to
uniquely store reflectance values at arbitrary surface locations. Fig. 1 shows an example. Al-
though we use a fixed model which is constructed off-line for testing, we expect our approach to
also work for meshes that are reconstructed on-line. Such meshes would then require automatic
parametrizations [LPRM02].

4.2 Hardware Setup

We use HDR video cameras which capture the logarithm of incoming radiance at 12 bit resolution.
With this setup it is possible to capture indoor as well as outdoor settings with direct sunlight. For
linearization a lookup table inverts the camera curve and results in linear radiance values with float
precision. For all textures containing radiance values we found half precision to be sufficient.
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Figure 2: The setup consists of two HDR cameras: The first one observing the object and the other
one capturing the varying illumination.

Our measurement setup can be seen in Fig. 2. We use two HDR video cameras for recording
the objects and the illumination of the environment. No color calibration is performed as both
cameras belong to the same color space. One camera (the light camera) is kept fix and records
the environment illumination with a fisheye lens. We place the camera close to the object to get
a similar illumination of camera and object. This fisheye image is reparametrized into latitude-
longitude representation by a lookup table for each frame. The rotation from the reconstructed
object to this camera must be known but translation is irrelevant as long as directional light sources
are assumed (cf. Section 4.6). The second camera (the observation camera) is used for recording
the brightness of the objects. A user is wearing this mobile camera and observes the objects from
different viewing positions. Optical Tracking with ARToolkit [KB99] is used to track a marker
beside the object and calculate the camera position and orientation. We use an average of several
markers with a known relative position and orientation to handle occlusion and increase tracking
precision.

4.3 Software Setup

We divided the problem into two stages:

1. Inverse Texturing transforms an observation camera image into an observation texture that
stores observed color as RGB and per-pixel confidence (cf. Section 4.4) as alpha.

2. Inverse Lighting converts multiple observation textures into a final reflectance estimate tex-
ture.



Factoring the process into those orthogonal components allows to easily extend the system to e.g.
specular materials in the future, where different inverse lighting strategies will share the same
inverse texturing technique.

4.4 Inverse Texturing

Figure 3: Inverse texturing (right) estimated from observation (middle) and simulation (left) of
the donkey dataset. The observation texture is tonemapped with gamma tone-mapping (Lmax =
200 cd/m2, γ = 2.2) and shows confidence as alpha. Areas with low alpha are observed with low
fidelity. Reduced noise can be noted in the inverse lighting atlas which is a weighted average over
many observations.

Each image It of the observation camera at time t gives an observation texture storing color and
confidence, denoted with At (cf. Fig. 3). We now first propose a traversal that converts an obser-
vation image into a texture, then show how to handle occlusion and finally present the confidence
metric used.

Traversal The elements of It are called pixels while we denote the elements of At as texels.
Generally, not all texels are observed and not all pixels belong to the surface and have to be
stored at time t. Let T = (p1, p2, p3, t1, t2, t3), be a parametrized triangle with spatial coordinates
p1, p2, p3 ∈ R3 and texture coordinates t1, t2, t3 ∈ R2. Let further be p′1, p′2, p′3 ∈ R2 the coordi-
nates of p1, p2, p3 in the camera image that can be evaluated by transformation into the observer
camera’s space and projection. For simplicity, triangles that intersect the observer camera’s near
plane are discarded entirely. The required mapping can then be realized by drawing T as a triangle
t1, t2, t3 into At and using p′1, p′2, p′3 as texture coordinates with It as a texture. A vertex program
effectively carries out this operation: Vertices are transformed with fixed function pipelining but
are then exchanged with texture coordinates. It is required to use linear interpolation for posi-
tions and apply perspective division per fragment for perspectively correct sampling. As texture
coordinates are in the range [0..1] while screen coordinates range from [−1..1] both are scaled and



translated as required. Drawing all surface facets in this way traverses the entire surface in texture
space. This effectively is an inversion of the standard texturing operation, hence the name: Instead
of drawing triangles to an image and sampling from a texture we draw into a texture and sample
from an image.

Occlusion When traversing At for concave objects, texels can be occluded in It . To detect
these occluded texels, we use an id buffer. Before traversal, the scene is rendered from the
observation camera’s position and orientation using glColor4ub(i&0xff, (i&0xff00) >> 8,

(i&0xff0000) >> 16, (i&0xff000000) >> 24) to encode facet i - 1 as a color with depth
buffering and culling enabled. This determines which facet, if any, is visible at every location and
performs better than a depth buffer as it is only required to know if a texel is at equal depth, and
not if we are behind or before a certain depth, as required for shadow mapping. When traversing
facet j in At , ids are fetched, decoded and compared to j + 1. In case of unmatched ids alpha is
set to zero and the observation will not contribute to the estimation. The same technique could also
be used to prevent objects that do not belong to the surface (e.g. the user’s hand) to be excluded if
their geometry is known: Simply render them as all-zeros to the id-buffer.

Confidence The alpha channel of an observation texture stores confidence. Confidence is used to
weight the final contribution of this observation to the estimation. An oracle calculates confidence
as a weighted sum of

• Viewing distance, normalized depth: λd – larger weight for close-up views

• Viewing angle: λa – larger weight for orthogonal views

• Normalized distance to camera image center: λp – larger weights for center

• Translational and rotational camera speed: λv – larger weights for slow motion.

Viewing distance has the highest value, slightly more than viewing angle. Location in pixel space
is more important for LDR cameras that show a blurred (and also darker) image at their border
region. As translational and rotational camera speed is proportional to motion blur we are more
interested in static pixels. In our experiments λd = 0.3,λa = 0.7,λp = 0.2 and λv = 0.2 were used.
We experienced difficulties with using λv: AR-Toolkit [KB99] appears to introduce a lag of a few
frames that de-syncs observation and tracked transformations. While this is acceptable for slow
motions, discontinous changes in velocity are detected too late and the resulting motion blur is
not suppressed successfully for a few frames. Howevere, when moving continuously bluring is
prevented successfully. We are still investigating this issue.



Continuity and Sampling At can be sampled with high quality, e.g. tri-linear with minor addi-
tional costs on a GPU. We also use MIP mapping, because big triangles in At can map to small
facets in It . Although such texels get a lower confidence, they still contribute. In theory, everything
but point sampling could fetch wrong edge pixels from It , but we didn’t observe any problems as
long as the parametrization is not too fragmented.

4.5 Inverse Lighting

From observation texture At containing color observations and confidence as alpha, we estimate a
single final atlas Rt that contains diffuse reflectance values using Equation 2: While the radiance
L is observed, irradiance E has to be simulated. To simulate E an appropriate lighting simulation,
e.g. with soft shadows, is required. The same technique as described in Section 4.6 is used. After
simulation the ratio ρ = πL

E is written to a 24 bit texture using 8 bit for each color channel. For
perfect simulations ρ is in the range [0..1] but can be greater than 1 e.g. when missing a shadow
when simulating E. Those overestimated reflectance values get clamped.

Weighting After t steps, observations A1 . . .At and reflectance estimations R1 . . .Rt have been
made, but for rendering a single final reflectance texture R f inal is required. We use only a single
texture and simple blending operations: At startup R f inal is filled with R0 and for each new esti-
mation at time t a small fraction is added: R′

f inal =(1−λ)R f inal+λRt . The OpenGL blend function
GL ONE MINUS SRC ALPHA, GL SRC ALPHA realizes this operation. We found λ = 0.02 to give a
good tradeoff between smoothness and convergence speed. Averaging also eliminates noise from
the image (cf. Fig. 6). When using a monitor, this leads to the paradox situation where the virtual
replica can look better (showing less noise) than the real one.

4.6 Rendering

Rendering is required to display the virtual objects as well as for inverse lighting (cf. Section 4.5).
To illuminate the virtual replica of the real object in real-time, we select a few point light sources
based on the light camera’s image. The standard inversion technique from [HSK+05] is used to
find light position and colors. Fig. 4 shows an environment map with the selected light sources.
A shadow is calculated for each light based on shadow mapping with multiple shadow maps in a
single depth texture, as described in [HSK+05].

5 Results

We show two results: Comparsion with measured reflectance and virtual replica.



Figure 4: The standard inversion reduces variance by allocating more light sources (circles) for
regions with high radiance values(left). The packed shadow maps for all light sources are shown
on the right.

Figure 5: The MacBeth color checker.

First, we compare our reconstructed measurement values with known reflectance values of a
MacBeth color checker chart (Fig. 5). The resulting values are compared in Table 1: Reflectance
is consistently estimated under varying lighting. Variance for white would be further reduced with
more sophisticated color calibration.

Secondly, we show a virtual replica of real objects. The right of Fig. 6 shows a real object and
the corresponding virtual object under the same illumination. Note the correct shadow direction
and brightness. Also note that, although the object receives self-shadowing, the shadow has disap-
peared in the virtual object and another, virtual shadow was introduced. The texture atlas with the
average reflection values is shown on the right of Fig. 6.

The system is able to capture and redisplay the donkey dataset at 5 frames per second on
an Intel Pentium 4 3.4 Ghz equipped with a GeForce 7800. The resulting texture resolution is
512×512 pixels and 64 lights are used to render a replica at 320×240 pixels. The model has 100
facets. The shadow map has a resolution of 1024×1024, resp. 128×128 for each sub-shadow map.



Color Name Truth Indoor Outdoor Fluorescent

White Radiance 9.5 cd/m2 71 cd/m2 200 cd/m2

White 60 % 49 % 70 % 58 %
Grey 20 % 24 % 22 % 17 %

Black 6 % 7 % 7 % 7 %
Red 11 % 11 % 11 % 11 %

Green 22 % 23 % 22 % 17 %
Blue 10 % 11 % 19 % 11 %

Table 1: Diffuse reflectance for the MacBeth color checker under different illuminations. The first
row shows the radiance observed for white.

Figure 6: A real donkey is cloned (left) using a diffuse reflectance texture estimation (right).

Most of the time is used for rendering and inverse lighting (70 ms). Finding pointlights takes 10 ms
and grabbing a frame and conversion 8 ms. We found the performance to scale linear with the sum
of texel and pixel count. The most expensive part is sampling of 64 shadow maps per texel or pixel.
The maximum texture resolution (for current hardware 4096 pixels) limits the technique.

6 Conclusions and Future Work

In this paper, we showed an on-line method for reconstruction of diffuse materials using HDR
video cameras. One camera is recording the irradiance while the other camera is recording an
object to reconstruct. The reflectance values are computed efficiently on-line under arbitrary illu-
mination conditions including soft shadows and occlusion.

The system is currently limited to diffuse materials. Supporting specular materials would be
an important extension. The techniques for inverse texturing would still apply, but different in-



verse lighting would be required. We plan to include reflection models with low dimensional
parametrization, like Blinn [BN76] or Lafortune [LFTG97]. Such estimations would require to
keep track of multiple observations that cover the BRDF domain and a per-texel optimization of
parameters instead of a simple division (cf. Eq. 2) as for diffuse approximations.

The system is sensitive to tracking error. With optical tracking the error is proportional to the
distance of the reconstructed object to the marker, and the proportions of marker size and object
size are important. However those limitations are inherent to optical tracking. A possible solution
to compensate for tracking errors would be to use two-dimensional registration of image features:
Edges and corners in the observation could be registered with images and vertices from the surface
model.

Besides recovering reflectance properties as a surface field we would also like to use shape-
from-shading approaches to find bump or displacement maps online. Smooth surface approxima-
tions could be used to capture the general shape of an object, (e.g. topology) and geometric detail
would be added into a parametrization of such an object as normal information only.

Although the system allows a freely moving observer, varying lighting and also moving objects,
we were not able to test the system in a real mobile setting, due to the fact that both HDRI cameras
require frame grabbing hardware which is not yet available for mobile devices.
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