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Abstract—Training a neural network typically requires large
amounts of data. Yet, gathering such amounts of data may
pose a problem. This can be addressed by augmenting a data
set, i. e., by adding artificial data to the original data set. One
method of augmentation is generating additional images, for
example with a generative adversarial network. However, this
technique still requires a lot of data. This work tackles this
problem by implementing the so-called feedforward design as
an alternative neural network training method which supposedly
requires fewer training data than regular backpropagation. We
apply feedforward design to the task of image generation. The
results are evaluated by augmenting original data sets to form a
new training set for a neural network classifier.

Index Terms—feedforward design, image generation, augmen-
tation

I. INTRODUCTION

The adoption of machine learning, in particular artificial
neural networks, has gained much popularity in many different
areas of application. Specifically, examples of problems in the
area of computer vision are object detection and classification
[1], [2], generating captions for a given image [3], or the
generation of new image data [4], [5]. An important field
of application where computer vision plays a vital role is
robotics. For instance, a robot may need to classify or localize
objects, recognize persons, or detect obstacles.

However, gathering the required data for training an artificial
neural network may pose a problem, for instance, if objects
of interest are rare, or if there are privacy or legal issues,
like in medical applications. Another example can be found
in the field of robotics. Autonomous robots must be able to
adapt flexibly to their environment. This may include the task
of quickly learning to recognize previously unknown objects
or persons based on a limited amount of data. A related
scenario includes robotic competitions. For example in the
RoboCup@Home (see [6] for a recent overview) the robots
have to learn to detect a number of objects in a limited amount
of time. Thus, the data collection process should proceed
as fast as possible. In such cases, different augmentation
techniques may be applied to extend the existing data [7].
The effectiveness of such methods is limited, though [8]. A
more advanced approach consists of generating synthetic data.

Two successful techniques to achieve this are generative ad-
versarial networks (GANs) [4], and variational auto-encoders
[9]. Nevertheless, the training process still requires a large
amount of data. In this work we apply an alternative training
procedure called feedforward design (FF design) introduced
by Kuo et al. [10] and explore whether it is practically
applicable in a data augmentation scenario. Contrary to the
backpropagation algorithm, FF design is based on principal
component analysis (PCA) and does not require solving a
time-consuming optimization problem. Further, the authors
suggest that FF design requires fewer training data.

This paper comprises the following contributions.
1) We implement the FF networks of Zhu et al. [11] and

study their suitability to improve classification accuracy
when generating augmentation data for a fraction of the
MNIST1 data set.

2) We enhance one network of Zhu et al. to generate data
based on the more challenging Fashion-MNIST [12] data
set. We also extend the FF design generator to generate
color images using the CIFAR-10 data set2.

3) We introduce a further extension of the FF approach to
a GAN-like network.

4) We generate image data using both an FF generator and
a deep convolutional GAN, to allow for a comparison
between the two approaches regarding the performance
in the context of augmentation.

The remainder of this paper is structured as follows. In
Section II we introduce related work and necessary back-
ground information. Our standalone generator network is in-
troduced in Section III and a GAN-like extension is presented
in Section IV. Section V describes the conducted experiments,
which are further discussed in Section VI. Finally, Section VII
concludes this paper with a summary and an overview of
possible future work.

II. BACKGROUND

In this section, we review related work and necessary
background information.

1http://yann.lecun.com/exdb/mnist/
2https://www.cs.toronto.edu/∼kriz/cifar.html
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A. Backpropagation

Backpropagation [13] is a commonly used method to train
neural networks. In supervised training, the desired output
values for given input data are known. We can thus compute an
error by incorporating the actual output values. The error can
then be iteratively minimized by adapting the weights of the
network. Rumelhart et al. [13], who originally introduced the
backpropagation algorithm, used gradient descent to perform
the minimization process. Backpropagation is an iterative op-
timization algorithm. While it allows to train powerful neural
networks, the training procedure usually takes a long time and
involves a number of hyperparameters that require fine-tuning.

B. Feedforward Design

Kuo et al. [10] present an alternative method for training
neural networks: feedforward design (FF design). “Feedfor-
ward” refers to the fact that data are passed through the
network in only one forward pass, as opposed to the backprop-
agation algorithm, where data are passed through the model in
forward and backward passes in an iterative manner. From a
mathematical perspective, FF design also differs strongly from
the backpropagation method. FF design is based on principal
component analysis, whereas backpropagation is based on
optimization and utilizes methods such as gradient descent.
The following sections describe the feature extraction process
and how to utilize this technique to generate image data.

1) Feature Extraction: The feature extraction step of FF
design is built upon the interpretation of weights being a
set of unit vectors which span a linear subspace. A set of
input values xi which are multiplied by their corresponding
weights ai may thus be viewed as the product of the two
vectors, aTx. Principal component analysis (PCA) [14] can
be utilized to find such a subspace, i. e., to find the weight
vectors. Kuo et al. [10] propose a specific variant of the
PCA, called subspace approximation with adjusted bias (Saab)
transform which allows for the selection of a set of weight
vectors as well as a bias term. They divide weight vectors
into two categories: AC and DC. There are several AC vectors,
defined by the principal components, and a single DC vector
a1 = 1√

n
(1, . . . , 1)T . The bias term is defined using a positive

response constraint as well as a constant bias constraint, for
details see [10].

2) Image Synthesis: In [11], Zhu et al. propose two FF-
based models to generate images of handwritten digits. One of
the models is a simple one-layer network that is composed of
a forward and an inverse transform. For the forward transform,
the AC and DC vectors are computed and rearranged as
kernels, inspired by the structure of a regular convolutional
neural network (CNN). These kernels are then applied to the
set of training images, yielding a set of feature maps that
form a three-dimensional cuboid F. In order to perform the
synthesis process, a random vector which incorporates the
mean and variance information of F is generated. Through
the inverse PCA transform, the random vector is shaped back
to an image.

The other model introduced by Zhu et al. is a two-layer
network. As a pre-processing step, the images are downsam-
pled by reducing both width and height of the input images
by 50%. At the first stage of this network, PCA is applied
to the input images, as in the one-layer model. Then, PCA is
conducted again on the DC part of the feature maps. Both, the
AC part and the DC part, are used to train a random forest
regressor. The latter is utilized to predict AC projections during
the synthesis process. To finally generate images, the inverse
version of the two PCA transforms are conducted.

In the work of Zhu et al., one of the models consists of only
one layer, which limits its potential to learn general features,
and the other model includes a downsampling step, so the
resulting images have a reduced resolution. In contrast to this,
we generate handwritten digits of the original resolution of
the MNIST data set. Moreover, we apply the procedure to
the more challenging Fashion-MNIST data set as well as the
CIFAR-10 data set.

C. Common Methods to Deal with Insufficient Data

There are some well-established methods to deal with in-
sufficient data: transfer learning and fine-tuning. Both methods
are applied to reuse trained weights [15], [16]. However, both
of these methods still benefit from more data. Therefore, data
augmentation techniques are often combined with transfer
learning and fine-tuning. Data augmentation is a common
method to artificially increase the size of an existing data set
[7]. While there are different types of methods [17], they all
generate altered data from the existing set of training images.
Most commonly, basic image manipulations such as horizontal
flipping, random cropping or rotating are used. Other methods
such as normalization, color space transformations, or photo-
metric distortions are also widely applied.

GANs have gained recent attention in many fields, for
example the generation of photo-realistic face images [18] or
style transfer [19]. In the same manner as a GAN can be
trained to generate faces, it can also be trained to generate
images to extend a data set [20]. However, training a GAN
requires a large amount of images. If the available data set is
small it will not suffice to train a GAN, and traditional data
augmentation techniques should be used.

III. IMAGE GENERATION FOR TRAINING DATA
AUGMENTATION

In this section we describe our extensions and modifications
of the standalone FF generator of Zhu et al. [11]. Our networks
can process color images and generate improved results due
to higher resolution output images.

A. Improving Results by Separating Classes in Training

In FF design, all training images are processed simultane-
ously. If the images consist of only one channel as in the
work of Zhu et al., the input can be viewed as a cuboid with
image height and width, whose depth is defined by the number
of images g. However, we extend this cuboid to a hyper-
cuboid with three channels to process RGB-images. PCA is



Joint training of all classes:

Separate training of classes:

Fig. 1. One-layer approaches compared. While the joint training only
generates blobs, our separate training generates more legible digits.

Joint training of all classes:

Separate training of classes:

Fig. 2. Two-layer approaches compared. Jointly training all classes with 200
training images per class produces blended digits. Separately training each
class produces readable digits.

not conducted on this (hyper)-cuboid or the individual images
directly. Instead, it is conducted on p ·p patches of each image
(p patches along each image dimension, each patch with q
elements). The size of these patches corresponds to the size
of the kernels that are supposed to be learned – similar to
training a CNN. With c channels per image, the resulting data
are then reshaped to yield a c · g · p · p × q matrix P. The
covariance matrix CP of this data set is calculated and PCA
is conducted on CP.

Zhu et al. [11] report suboptimal results for the training of
their one-layer approach. We see the joint training of all classes
as the main problem in this setup. In our implementation we
train the classes separately. While jointly training all classes
produces blobs of pixels, our separate training is capable of
generating more legible digits (Fig. 1). Although the resulting
images are rather noisy, this demonstrates that FF design is
generally suitable to extract features and generate new images.
Next, we examine deeper architectures.

Simultaneously training all classes with the two-layer ap-
proach is still problematic. Again, when training the classes
separately, we obtain readable digits (Fig. 2). Training each
class separately means that we have to train several generators,
in contrast to the single generator of Zhu et al. [11]. However,
due to the following reasons this does not impose a constraint.
First, the training procedure is rather fast (see Section V-C).
Second, as the individual training processes are not interde-
pendent, they are fully parallelizable. Moreover, in real-world
applications it is advantageous to control how many instances
of each class are generated. With class-specific generators we
have full control over the number of generated images.

The previous results indicate that a two-layer FF neural
network is capable of synthesizing images. Nevertheless, these
images are constrained in terms of diversity and resolution. A
logical consequence is to increase the depth of the architecture,
i. e., to add more layers. We therefore created a three-layer

Downsampling included:

Downsampling omitted:

Fig. 3. Two-layer approaches compared. The classes were trained separately.
The top row displays images produced by the two-layer network which
includes the downsampling step, the bottom row displays images produced
by the two-layer network which omits the downsampling step

Downsampling included:

Downsampling omitted:

Fig. 4. Images generated by a two-layer FF network that includes the
downsampling step (top row), and one that omits the downsampling step
(bottom row), respectively. The images on the left were generated using
training data from the Fashion-MNIST data set, those on the right are based
on the CIFAR-10 data set. Each class was trained separately with 200 images.

network where the third layer is incorporated in the same
manner as the second layer in the two-layer model proposed
by Zhu et al. This network did not yield improvements,
which leads to the conclusion that a deeper architecture can
only be realized through a more sophisticated overall network
structure.

B. Enhancing Generated Images

To facilitate the image generation process, Zhu et al. [11]
downsample the training images before feature extraction.
However, this prevents the network from capturing more
complex features. We omit the downsampling, which means
that we are using more image filters. Some exemplary results
are displayed in Fig. 3. The digits appear more pixelated,
but also less blurry. To show the impact of omitting the
downsampling step more clearly, we present some examples
using more complex data in Fig. 4. The effect of images
being generated without downsampling will be explored in
Section V.

IV. EXTENSION TO A GAN-LIKE NETWORK

As GANs are a popular method of image generation, an
FF version of a GAN is tempting. However, the training
process of a GAN highly depends on the iterative nature
of an optimization algorithm, where training one network
incorporates the feedback of the other. Since an FF network
is trained in only one pass, such an interleaved training is
not possible. Nonetheless, we can utilize the general idea of
a GAN by creating an additional discriminator network that
learns to differentiate between original and generated images.

The first part of an FF classifier includes the same feature
extraction method as the generator (same number of layers
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Fig. 5. Overview of the FF-GAN training process.

and filter sizes). Thus, if the architecture of a discriminator
D is the same as of a generator G, we can combine the
weights learned by both networks. We first train an initial
generator with a set of original images X, to obtain a set
of generated images Xgen

0 , and learned weights aG0,j for each
layer j. Afterwards, a discriminator is trained with generated
images Xgen

0 as well as original images X, which yields the
learned discriminator weights aD0,j . Finally, by combining the
initial generator weights aG0,j and discriminator weights aD0,j ,
we get an updated set of generator weights aG1,j , and a new set
of generated images Xgen

1 . We introduce a factor δ to perform
a weighting of the discriminator and generator weights as
follows:

aGi+1,j = δaGi,j + (1− δ)aDi+1,j , (1)

where i denotes the current iteration. This process can be
repeated for an arbitrary number of iterations. An overview
of the overall training process is given in Fig. 5.

V. EXPERIMENTS

In the following, we evaluate the impact of supplementing a
given data set with images produced by an FF generator. Since
the focus of this work is sparse data, we utilize only fractions
of existing data sets. More precisely, for training we utilize a
subset of 500 images (50 per class) of the MNIST and Fashion-
MNIST data set, and 2000 images (200 per class) of the
CIFAR-10 data set. With regard to each of the aforementioned
data sets, we use a test set of 1000 images (100 per class).

We first train baseline classifiers using only the original
MNIST and CIFAR-10 images. Then the same images are used
to train different FF generator models. We then supplement
the original data with generated images and train the classifier
again. As a classifier, an Inception-v3 neural network [21] is
utilized. Furthermore, we compare our FF generator to a DC-
GAN [5], and conduct some time measurements.

TABLE I
CLASSIFICATION ACCURACY AFTER AUGMENTING THE TRAINING SET OF
500 MNIST IMAGES WITH SETS OF IMAGES GENERATED BY DIFFERENT

FF GENERATOR NETWORKS.

# Original
images per

class

# Augmented
images per

class

FF generator
model

Total accuracy

50 – – 0.887
50 50 One layer 0.881
50 50 Two layers 0.885
50 50 Two layers* 0.905

* No downsampling, adapted Z-score of 3.0

DC-GAN:

FF Generator:

Fig. 6. Examples of MNIST images generated by a DC-GAN, and images
generated by an FF generator.

A. Standalone Generator

First, we evaluate the one-layer and two-layer networks as
they are described by Zhu et al. [11] using the MNIST data
set. Following the work of Zhu et al., we padded the images
to be of size 32 × 32. From Table I it can be observed that
the additional images generated by either model decrease the
accuracy. However, by omitting the downsampling step in the
two-layer network, this effect can be reversed. Adding 50
generated images per class by this adapted FF generator to
the original data yields an increased total accuracy of 89.9%.
If the Z-score, which Zhu et al. use for outlier removal, is
set to 3.0 instead of 1.5, the overall accuracy increases even
further to 90.5%. It should be noted that setting the Z-Score
to 3.0 means that essentially no outliers are removed.

As GANs are utilized in state-of-the-art applications, it
is of interest to investigate how well they perform in the
given setting of having only 500 training images available.
Therefore, we train a deep convolutional GAN (DC-GAN) [5]
using the same fraction of the MNIST data set that we used in
the previous experiments. We use an implementation provided
by TensorFlow3. To maintain consistency, each class is trained
separately by the DC-GAN. We left the DC-GAN on default
settings, except for increasing the number of epochs to 500.
Some examples of generated images are displayed in Fig. 6.
Some digits exhibit artifacts which make them impossible to
read. This is also reflected in the accuracy of the classifier
whose training data were augmented by DC-GAN-generated
images. Table II reveals that the overall accuracy (87.9%) is
lower than that of the baseline classifier (88.7%).

While the preceding experiments on MNIST data appear
promising, the use of color images turns out to be more
problematic. The generated images look uniform and are very

3https://www.tensorflow.org/tutorials/generative/dcgan

https://www.tensorflow.org/tutorials/generative/dcgan


TABLE II
COMPARISON BETWEEN CLASSIFIERS WHOSE TRAINING SETS WERE

SUPPLEMENTED BY IMAGES FROM THE TWO-LAYER FF GENERATOR (NO
DOWNSAMPLING), AND DC-GAN-GENERATED IMAGES.

# Original
images per

class

# Augmented
images per

class

Augmentation
source

Total accuracy

50 – – 0.887
50 50 FF generator 0.905
50 50 DC-GAN 0.879

Original Generated

Fig. 7. Uniformity/similarity problem regarding color images: certain training
images are reflected very dominantly in the generated images.

similar to one specific training image. An example for this
effect is shown in Fig. 7. Consequently, utilizing these images
for augmentation is not effective. Table III reveals that the
total accuracy decreases from 83.6% to 81.6% when 100
synthetic images are added per class, and to 80.9% with
200 additional images per class. To counteract this effect,
we propose a randomization technique: instead of using the
entire set of 200 images per class during the training process,
a random subset is selected. Then we generate only a small
number of images and train the generator again with a different
random subset. More precisely, we choose a subset size of
150 images to synthesize 5 new images each. This technique
slightly improves the previous results (see Table III), but the
total accuracy of the baseline classifier cannot be increased.

B. GAN-like Network

In Section IV we introduced a GAN-like approach incorpo-
rating FF design (FF-GAN). To evaluate this novel method, we
consider two different aspects: the weightings of discriminator
and generator weights, and the number of training passes. As
our experiments showed that more than one training pass does
not improve the results, we focus on the first aspect.

The FF-GAN incorporates the weights of both, a generator
network and a discriminator network into the training process.
The influence of either the discriminator or the generator can
be weighted by adapting parameter δ, see (1). We inspect three
different settings: δ = 0.75, δ = 0.5, and δ = 0.25. Analo-
gously to the experiments described in the previous section,

TABLE III
ACCURACY WITH DIFFERENT AUGMENTATION METHODS ON THE

CIFAR-10 DATA SET USING THE TWO-LAYER FF MODEL.

# Original
images per

class

# Augmented
images per

class

Application of
randomization

technique

Total accuracy

200 – – 0.836
200 100 no 0.816
200 200 no 0.809
200 100 yes 0.818
200 200 yes 0.813

TABLE IV
CLASSIFICATION RESULTS AFTER AUGMENTING THE TRAINING SET OF

500 MNIST IMAGES WITH FF-GAN-GENERATED IMAGES USING
DIFFERENT GENERATOR/DISCRIMINATOR WEIGHTINGS.

# Original
images per

class

# Augmented
images per

class

δ Total accuracy

50 – – 0.887
50 50 0.75 0.898
50 50 0.50 0.898
50 50 0.25 0.903

TABLE V
TIME MEASUREMENTS REGARDING DIFFERENT FF APPROACHES. FOR

EACH TRAINING RUN, A TRAINING SET OF 50 IMAGES WAS USED. FOR THE
SINGLE-CHANNEL IMAGES WE USED MNIST, FOR THE 32× 32

THREE-CHANNEL IMAGES CIFAR-10, AND FOR THE 64× 64 WE USED
IMAGES THAT WERE COLLECTED IN AN INDUSTRIAL HARBOR SETTING.

Amount
of

layers

Down-
sampling

Number
of chan-

nels

Image
size

(pixels)

Mean
training
duration

(seconds)

Mean
synthesis
duration

(seconds)
1 no 1 32× 32 0.3464 0.0125
2 yes 1 32× 32 0.3747 0.0014
2 no 1 32× 32 0.4565 0.0013
2 yes 3 32× 32 1.0254 0.0020
2 no 3 32× 32 1.3515 0.0018
3 no 3 32× 32 2.4366 0.0024
2 no 3 64× 64 12.8932 0.0026
3 no 3 64× 64 13.2538 0.0029

for each weighting we add 50 generated images per class to the
original data set and train a classifier. In all cases, augmenting
the original data set with FF-GAN-generated data leads to an
increased overall accuracy. The highest total accuracy (90.3%)
was achieved by the classifier that was trained with a data set
which included images generated by a FF-GAN with δ = 0.25.
However, this value is still slightly lower than the best result
of a standalone FF generator (90.5%), as shown in Table IV.

C. Runtime Performance

We measure the training time as well as the image synthesis
duration for different FF networks and different sets of images.
Moreover, the training process is conducted on a CPU only,
i. e., no GPU support is utilized. We use a i5-7200U CPU with
four cores and a basic clock rate of 2.5GHz.

Table V gives an overview of our experiments. As expected,
adding complexity in terms of architecture depth, number of
channels, or image size leads to an increased training duration.
However, the overall training time as well as the synthesis time
are very low. For instance, training a two-layer FF generator
with 50 MNIST images in order to produce 50 new images,
as was done in Section V-A, takes less than a second.

VI. DISCUSSION

The preceding experiments showed that FF design appears
to work well with rather simple data, such as the MNIST data
set. Even if only relatively few training data are available,
such as a fraction of the MNIST data set consisting of 500
images, the results are robust. In comparison, if the same



data set is used to train a state-of-the-art DC-GAN, some
of the resulting images exhibit artifacts or simply do not
show a recognizable digit. This is reflected in the evaluation
results, too: Supplementing FF-generated images leads to
an increase of overall classification accuracy, supplementing
DC-GAN-generated images, i. e., backpropagation-generated
images, yields a decrease of accuracy. One could argue that
tweaking the DC-GAN’s hyperparameters could yield a model
that generates images that ultimately improve the classification
accuracy. It is even possible that such images lead to a higher
accuracy than the 90.5% achieved through the FF generator.
On the other hand, the absence of hyperparameters such as
the number of epochs in the FF approach seemingly leads to
more stable results. This, and the short training time make FF
design appealing for prototyping applications. Moreover, this
makes FF design interesting for robotic competitions, where
time is of the essence: first, we have quite short training times,
and second, we save time as we have to gather fewer training
data than with a regular deep learning approach.

Although the FF method showed promising results on
MNIST data, the use of more complex data sets such as
CIFAR-10 revealed its limitations. The synthesized CIFAR-10
images exhibit a uniformity effect: each image looks similar
to one of the training images. An example is given in Fig.
7. Moreover, supplementing original CIFAR-10 images with
synthesized ones could not improve classification accuracy.

Furthermore, a GAN-like architecture based on FF design
was introduced. Using it to generate supplementary training
images for a subset of the MNIST data set ultimately leads to
an improved classification accuracy. Nevertheless, the results
are slightly inferior to those of the standalone generator.

VII. CONCLUSION

Within the scope of this work, we showed that FF design
is a promising, albeit somewhat premature approach. With
respect to small sets of rather simple data, such as a subset of
the MNIST data set, FF design appears to be well-suited to
generate supplementary training images. However, the usage
of more complex data, such as color images, indicates the
limitations of the current FF architectures. On the other hand,
we only considered rather simple models. The development
of a more sophisticated architecture that is able to handle
more complex data and to overcome the uniformity problem is
subject to future research. Furthermore, since we learned in the
course of this work that FF design is fundamentally suitable for
augmentation, it should be compared with other approaches,
and more practically relevant data sets, for example regarding
the RoboCup@Home competitions, should be considered.

Moreover, it could be examined, which specific feature is
influenced by each element of the input vector in the FF
synthesis process. If this information is known, images can be
generated in a more targeted way. Besides, as FF design offers
fast and stable results without the need of hyperparameter
tuning, the weights learned by an FF network can serve as
initilization for a regular backpropagation network training.
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